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Abstract
Large language models can generate reasoning traces when assign-
ing relevance labels, but aggregate effectiveness measures do not
reveal whether reasoning stabilises, corrects, or degrades individual
judgements. Prior work shows that greater reasoning effort does not
reliably improve agreement with human assessors, and small gains
in binary accuracy may coincide with lower graded agreement,
higher computational costs, and additional failure modes. In this
work, we examine reasoning traces produced during graded rele-
vance assessment and investigate whether trace length varies across
interrogative queries (i.e., queries starting with what, how, why,
who, where, and when). Our results show that the median reasoning
trace length varies substantially across query categories, suggesting
that the interrogative form of a question may indicate the level of
reasoning effort a model will deploy. We then examine how rele-
vance scores change as reasoning progresses, and show that the
trajectories can contain multiple candidate relevance scores before
the model determines a final judgement. These score sequences
differ across models and reasoning configurations, showing a mix
of consistent directional changes as well as reversals. On aggre-
gate, across three model configurations and two datasets, the initial
relevance score assigned by a model is more likely to be correct
than the final assigned score after reasoning. However, a more
detailed analysis reveals that these trends are not uniform across
relevance levels: reasoning acts as a directional, label-dependent
transformation rather than a uniformly beneficial or harmful refine-
ment. Overall, this work demonstrates that final labels can obscure
considerable variation in the observable reasoning process and
highlight the need to evaluate reasoning behaviour separately from
judgement accuracy to identify when additional reasoning is able
to correct a judgement and when it removes an initially correct
decision.

CCS Concepts
• Information systems → Language models; Users and inter-
active retrieval.
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1 Introduction and Related Work
Large language models (LLMs) offer a low-cost alternative or com-
plement to human relevance assessment in information retrieval
(IR). Given a query and a document or passage, an LLM can as-
sign a binary or graded relevance label [2, 3, 15, 17]. However,
these judgements are sensitive to prompt design, model choice,
output constraints, and the requested level of reasoning effort [10].
Such sensitivity matters because labelling errors can affect test
collections and alter conclusions about the effectiveness of retrieval
systems. Recent work also identifies systematic overrating in LLM
relevance assessment, particularly for non-relevant passages and
graded labels [1, 20]. The representation of the information need
also matters, as formalised topic descriptions can reduce positivity
bias and improve agreement relative to query-only prompts [12].
However, these aspects have principally been studied by examining
final labels.

One proposed way to improve LLM judgements is to ask the
model to reason before assigning a label [4, 5, 7, 10]. Reasoning may
help identify the information need, compare it with the passage,
and distinguish partial from complete relevance. However, recent
research found that greater reasoning effort did not consistently
improve agreement with human assessors [10, 14]. Binary accuracy
increased slightly in some settings, but graded agreement declined,
token use increased by up to 15 times, and output-format failures
became more frequent. They also observed cases of overthinking,
in which a plausible initial assessment led to an incorrect final label.

Aggregate effectiveness measures indicate whether a reasoning
configuration improves or harms overall relevance assessment, but
they do not explain how the final label is reached. Two systems
with similar final accuracy may exhibit different behaviours: one
may produce a stable assessment, while the other may repeatedly
revise its score or deviate from an initially correct label. Reasoning
trace length is similarly ambiguous, because a longer trace may
reflect useful comparison, unresolved ambiguity, repetition, or an
ineffective revision. Examining the trace as an observable sequence
is therefore necessary to distinguish the amount of generated rea-
soning from the behaviour and outcome of that reasoning.

In this paper, we analyse reasoning traces from a prior evalua-
tion of graded LLM relevance judgements [10], across three model
configurations and two test collections. First, we measure how trace
length varies across individual queries and across queries begin-
ning with what, how, why, who, where, and when. Second, we
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extract sequences of explicitly expressed relevance scores, which
we call trajectories, and characterise their direction, magnitude, and
reversals. Finally, we compare the first expressed score and final
trajectory score with human judgements, both overall and by model
configuration and human relevance grade. This analysis contributes
a trace-level account of when reasoning changes a relevance judge-
ment. In particular, it separates variation in reasoning effort from
revision behaviour and identifies which relevance grades account
for improvements or losses in final accuracy.

2 Methodology
To study LLM reasoning traces when making relevance judgements,
we analysed data from a prior evaluation of LLM relevance judge-
ments made publicly available by Geiger et al. [10]. This covers
two TREC collections (DL23 [6] and DL-HARD [13]) and two LLMs
(gpt-oss-120b andGemini 2.5 Flash). The evaluation varied the model
and reasoning level while keeping the query, passage, relevance
scale, and output instructions fixed across conditions. For each
query-passage pair, the model generated a reasoning trace and a
graded relevance label. Human labels from the benchmark collec-
tions provided the reference judgements.

For our analysis, we treated the reasoning traces (the text output
produced by a model to explain its reasoning) as generated text,
rather than as direct evidence of the models’ internal decision pro-
cesses. While the experimental settings include four combinations
(two LLMs, each at two reasoning levels), the data generated by
gemini-2.5-flash/0 (i.e., the no reasoning setting for that model) does
not produce any reasoning traces by design. Therefore, the analysis
in this paper focuses on three model configurations: gemini-2.5-
flash/500 (high reasoning setting), gpt-oss-120b/low (low reasoning
setting), and gpt-oss-120b/high (high reasoning setting).

Unless otherwise noted, statistical significance is tested using
the 𝜒2 test based on underlying response counts, with a standard
threshold of 𝑝 < 0.05 to determine significance.

2.1 Interrogative Query Classification and Trace
Length

To study the impact of interrogative query type, we classified
queries according to their first interrogative word: what, how, why,
who,where, orwhen [16, 18, 19]. Before classification, we normalised
case and removed leading punctuation and whitespace. For ambigu-
ous or compound queries, we applied the classification rule solely
to the first interrogative word. Queries that did not begin with one
of these six terms were assigned to an other category. This approach
provides a simple and reproducible classification scheme, without
assuming that the interrogative type fully captures the underlying
information need or query difficulty.

Reasoning trace length is measured by counting the characters
in each generated trace, excluding the final answer when it could be
reliably separated. We compared reasoning length across interroga-
tive types, individual queries, models, and reasoning configurations.

2.2 Relevance Trajectory Measures
To construct relevance trajectories, we used pattern-matching rules
to extract explicit relevance scores from each reasoning trace as they
occur. The rules identified numeric scores and unambiguous textual
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Figure 1: Median reasoning trajectory length per query,
sorted by median length.

equivalents on the original ordinal relevance scale. We extracted
the final relevance label separately.

We excluded numbers referring to passage positions, quantities,
dates, probabilities, and other non-relevance information as well
as negations (i.e. “not a score of 2”). To assess extraction quality,
we manually inspected 100 randomly sampled traces, and found
5 false positives as well as 5 false negatives (𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 = 0.615,
𝑅𝑒𝑐𝑎𝑙𝑙 = 0.615). We refined the rules further on the basis of this
inspection before conducting the reported analysis. The trajectory
analysis includes only traces containing at least two valid and
distinct expressed scores. It is therefore a conditional analysis of
score-revising traces, not an estimate of behaviour across all gener-
ated judgements. Comparisons between the first expressed score
and final output label include only cases in which both quantities
and the human label are available.

3 Results
3.1 Reasoning Lengths Per Interrogative Word

Query Type
We group reasoning traces by query and compute the median trace
length (in characters) for each query. Figure 1 shows the resulting
distribution for gpt-oss-120b under the high reasoning-effort setting.
Per-query medians span approximately 1,750 to 5,100 characters,
a near threefold range within a single model and budget setting.
Because the requested reasoning setting is fixed, this variation
shows that the configured budget does not determine the amount
of reasoning produced; the query also affects how much of that
budget is used.

Table 1 shows the median length of reasoning traces, grouped
by leading interrogative words. Queries starting with “how” ac-
count for four of the five highest per-query medians, while “who”
queries appear almost entirely in the lower third of the distribu-
tion. In addition, “what” queries form the largest category and
occur throughout the distribution, with many in the upper-middle
range. The median lengths differ significantly across the groups
(Kruskal-Wallis test, 𝑝 < 0.0001), indicating that the LLM dedicates
substantially different levels of reasoning effort depending on the
type of question.



Table 1: Median reasoning trace length in characters grouped
by interrogative words.

Query starts with Queries Samples Median

“how” 23 4,409 3,680.00
“where” 3 398 3,249.50
“why” 4 726 3,108.50
“what” 53 10,170 3,103.50
other 38 6105 2,906.75
“when” 2 393 2,834.75
“who” 9 928 2,620.50
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Figure 2: Number of distinct relevance levels per reasoning
trajectory.

3.2 Relevance Changes Through Reasoning
We extract all candidate relevance scores expressed during a trace
and retain traces containing at least two distinct values, yielding
6,600 score-revising traces. This restriction focuses the analysis
on cases in which the model expresses a changed assessment; the
reported proportions do not describe traces that retain a single score
throughout. Among the selected traces, approximately 85% contain
two distinct values, 13% contain three, and 2% contain all four
relevance grades (Figure 2). Most score-revising traces therefore
consider one alternative grade, although a smaller subset ranges
over three or four grades.

Within the 6,600 score-revising trajectories, the first expressed
score agrees with the human label in 40.2% of cases, whereas the
final output label agrees in 26.4% (Figure 3), a decrease of 13.8
percentage points. This difference is statistically significant (𝜒2,
𝑝 < 0.001). We study stratification by model configuration and
relevance levels further below.

Figure 4 locates the source of this decline. In 1,930 traces, the first
expressed score is correct, but the final output label is incorrect; in
1,022 traces, revision corrects an initially incorrect score. A further
723 traces are correct at both endpoints, and 2,925 are incorrect at
both endpoints. Thus, when revision changes correctness, deterio-
ration is 1.89 times as frequent as correction. Reasoning does not
account for every error in this subset, but its net effect is to remove
more correct scores than it recovers.

Directionality of Score Changes. Figure 5 shows the difference
between the final output label and the first expressed score. Changes
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Figure 3: Percentage accuracy for the first versus the last
relevance score in a reasoning trajectory.
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Figure 4: Comparing correctness across reasoning trajecto-
ries based on the first versus final relevance level assigned.
“Fixed” indicates a change from an incorrect initial relevance
assignment to a correct final relevance level, and “Regressed”
the reverse (correct first assignment to incorrect final assign-
ment).
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Figure 5: Frequency distribution of the difference between
final and first assigned relevance scores. A positive change
indicates an increased final score and a negative change in-
dicates a decreased final score. Intermediate scores are not
taken into account.
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Figure 6: Distribution of changes between the first and final
assigned relevance levels in reasoning trajectories.

are strongly skewed upwards: 3,470 of the 6,600 traces end at a
higher relevance grade, comparedwith 908 that end at a lower grade.
A one-grade increase is the most common outcome, occurring in
2,827 traces (42.8%). A zero net change is the second most common
outcome, occurring in 2,222 traces (33.7%), while changes of two or
three grades are uncommon. Among traces with different first and
final values, 80% change by one grade.

A zero net change does not indicate that the expressed score
remained constant. Every included trace contains at least two dis-
tinct scores, so these cases move away from the first score and later
return to it. Figure 5 therefore describes endpoint differences, we
next analyse the shape of the reasoning trajectories across the full
sequence.

These changes are decomposed by relevance level in Figure 6,
which shows that the upward shift is not a uniform movement to-
wards maximum relevance. Instead, revisions concentrate the final
labels on intermediate relevance levels. Across the lower boundary,
1,618 trajectories move from level 0 to level 1, compared with 187
in the opposite direction. Similarly, 980 move from level 1 to level 2,
compared with 294 from level 2 to level 1. At the upper boundary,
however, this direction reverses: 365 trajectories move from level
3 to level 2, while 229 move from level 2 to level 3. Levels 1 and 2
therefore account for 83.2% of final labels in the selected trajectories,
compared with 52.9% of first expressed scores. Revision therefore
appears to contract scores towards intermediate positive relevance,
rather than simply increasing them.

Figure 7 compares the shape, in terms of direction and stability,
of score sequences across model configurations, grouping relevance
trajectories into: monotonically increasing, monotonically decreas-
ing, 1 reversal, 2 reversals, or more than 2 reversals. For gemini-
2.5-flash/500 and gpt-oss-120b/low, monotonic increases account
for approximately 55.6% and 51.8% of traces, while monotonic de-
creases account for approximately 37.6% and 32.6%. Reversals occur
in approximately 6.8% and 15.6% of traces, respectively. The pattern
differs for gpt-oss-120b/high, where more than 55% of score-revising
traces are non-monotonic, and 13% contain more than two reversals.
The expressed assessments under the high reasoning configuration
for GPT OSS 120b are therefore substantially less stable than those
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Figure 7: Direction of score changes grouped by model and
reasoning level.

in the low reasoning configuration for the same model, as well as
for the high reasoning configuration of Gemini 2.5 Flash. Note that
these reversals describe variation in the generated relevance trace,
i.e. the textual output produced by the model to explain its reason-
ing. Therefore, they should not be treated as direct observations of
internal model uncertainty.

First Score Versus Last Score Variations. We now focus on the
start and end of relevance trajectories, since these are the key points
that represent an initial relevance assessment, and the final level
assigned by the model. First-score accuracy varies substantially
across configurations, whereas final-label accuracy converges (see
Figure 8). For gemini-2.5-flash/500, accuracy falls from 34.6% to
27.3%. The largest decline occurs for gpt-oss-120b/high, from 40.7%
to 26.4%, while gpt-oss-120b/low increases from 25.5% to 27.7%. First-
score accuracy therefore spans 15.2 percentage points across the
three configurations, compared with 1.3 points for final-label accu-
racy. In particular, the high-reasoning configuration begins with the
most accurate expressed scores but loses this advantage during revi-
sion. The difference between gpt-oss-120b/high and gpt-oss-120b/low
is statistically significant (𝜒2, 𝑝 < 0.05), the other pairwise differ-
ences are not.

Table 2 shows that the aggregate decline is not uniform across
human relevance levels. For gpt-oss-120b/high, level 0 passages
account for 3,298 of 6,254 selected trajectories, and their accuracy
falls from 49.3% for the first expressed score to 13.2% for the final
output label, a decrease of 36.1 percentage points. In contrast, level
2 accuracy rises from 32.0% to 58.4%, an increase of 26.4 points;
grades 1 and 3 show smaller gains. This grade-specific pattern is
consistent with the upward skew in Figure 5. Upward revision can
correct an underestimated relevant passage, but it also converts
many correct non-relevant assessments into false positives. The
effect of reasoning on aggregate accuracy therefore depends not
only on the model configuration, but also on the prevalence of
different relevance grades.

The Gemini and low-reasoning samples also lose accuracy on
level 0 passages, although their per-grade counts are small and the
remaining changes are mixed. These results motivate a selective
strategy in which an early score is retained for clear non-relevant
cases, and additional reasoning is reserved for borderline or po-
tentially relevant passages. Evaluating such a policy requires a
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Figure 8: Percentage accuracy for the first versus the last
relevance score in a reasoning trajectory, grouped by model
and reasoning level.

separate experiment because the present analysis is observational
and conditioned on traces that already contain score revisions.

4 Discussion and Conclusions
This study conducted a detailed examination of LLM reasoning
in relevance assessment, identifying patterns and behaviours ob-
scured by aggregate judgement accuracy analyses in previous work.
Analysis of reasoning trace length showed substantial and signif-
icant variation across interrogative query categories, even when
the model and reasoning settings were fixed, suggesting that this
could be a useful indicator of the model’s reasoning effort. More
importantly, the sequences of relevance levels expressed within
traces, have systematic trajectories. Among 6,600 traces containing
at least two distinct scores, upward revisions are almost four times
as frequent as downward revisions, and regressions from a correct
to an incorrect relevance level are nearly twice as frequent as cor-
rections. Consequently, the final output label is less accurate than
the first expressed score in this selected subset.

More detailed trace-level analysis identified how that loss arises.
For gpt-oss-120b/high, upward revision substantially improves accu-
racy for human level 2 passages, while sharply reducing accuracy
for the more frequent level 0 passages. Reasoning, therefore, acts
as a level-dependent transformation rather than a uniform refine-
ment of an initial assessment. This distinction matters for relevance
evaluation because an aggregate gain or loss can change with the
grade distribution, even when the underlying revision behaviour
remains the same. Reporting additional diagnostic information,
such as trajectory-level analysis, also aligns with recommendations
in previous work that high agreement among LLM judges is not
sufficient evidence of validity [8, 9].

These findings suggest two practical changes to the use of reasoning-
based LLM relevance judges. First, the evaluation should report
relevance trajectory measures alongside final-level effectiveness,
including first-to-final changes, revision direction, reversals, and
accuracy by human relevance grade.

Second, additional reasoning should be treated as a decision
whose value may depend on the current assessment, rather than
as a fixed requirement for every query-passage pair. A selective
procedure might leverage a non-reasoning approach, such as a
simple LLM judge or a topic-specific classifier [11], to first identify

clearly non-relevant passages, and invoke further comparison with
reasoning-enabled judges for a more fine-grained assessment of
relevant cases. The present results motivate this design, but testing
whether an early score can be reliably identified or whether selec-
tive reasoning improves end-to-end assessment requires further
experiments and may be useful for future work.

The analysis has several limitations. It uses two English passage-
level collections, a single prompting setup, and threemodel-reasoning
configurations, two ofwhich contribute relatively few score-revising
traces. The reasoning traces are generated explanations, and need
not faithfully represent internal computation. Score extraction re-
lies on pattern matching, and some false positives may remain
despite manual inspection. Most importantly, the trajectory re-
sults are conditional on traces containing at least two distinct ex-
pressed scores; they do not show that reasoning reduces accuracy
across all judgements, nor do they provide a causal comparison
with a no-reasoning condition. The first score expressed might
also not actually represent the model’s initial guess. Broader ex-
periments should validate extraction on held-out data, report the
frequency and performance of single-score traces, and test stopping
or selective-reasoning policies directly. The immediate implication
is nevertheless clear: assessing only the final label conceals whether
reasoning corrected a relevance judgement, or displaced an answer
that was already right.
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